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Outline

� Data Mining, an Introduction
� What, Why, and How

� Classi�cation
� Advanced topic: Mining Data Stream [SIGKDD'03]

� Clustering
� Advanced topic: Pattern-based Clustering [SIGMOD'02]
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Dilbert's View on Data Mining
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What is Data Mining?

� Data mining is the non-trivial process of identifying valid,
novel, potentially useful, and ultimately understandable
patterns in data.

—Fayyad

� Data mining is the process of extracting previously
unknown, comprehensible, and actionable information form
large databases and using it to make
crucial business decisions.

—Zekulin
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What is Data Mining?

� Data mining is a set of methods used in the knowledge
discovery process to distinguish previously unknown
relationships and patterns within data.

—Ferruzza

� Data mining is
� Decision Trees
� Neural Networks
� Rule Induction
� Nearest Neighbors
� Genetic Algorithms

—Mehta
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Why Data Mining?

$ $ $
$ $ $

� 32.5 percent compound annual growth rate in the Data
Mining market through to 2005

� Estimated Market worth $1.9 billion by 2005
� Highest growth of any of the Business Intelligence markets
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Some Applications

� Financial Services
� Target marketing (recommendation system)
� Increasing customer spend across channels

� Bio-informatics
� DNA Micro-arrays
� Pharmaceutical, medical, clinical applications

� Security
� Intrusion detection
� Fraud detection
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According to Dilbert
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Data Mining and OLTP, OLAP
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The Real Situation

� “... a murky backwater of different applications without any
clear structure and without any interesting theorectical
issues”

— Heikki Mannila on DBMSs in 1960s

� Now, Data Mining lacks a theoretical foundation.
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The Real Situation

� How do you de�ne “interesting” patterns?
� Some results of mining Census Bureau Data:

� Mining result #1 :
If Relationship = Husband then Sex = Male.

� Mining result #2 :
The celebration of birthdays is healthy.

� Data Mining = Garbage in, garbage out?

Haixun Wang – p. 11/92



According to Dilbert
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According to Dilbert

Haixun Wang – p. 13/92



Data Mining has a multidisciplinary background

(borrowed from J. Michael Hardin)

Haixun Wang – p. 14/92



The KDD Process
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The KDD Process
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Topics in Data Mining

� Neural Networks
� Decision Tree
� Regression
� Clustering
� Association Detection
� Sequence Detection

Haixun Wang – p. 17/92



Supervised vs. Non-supervised Learning

� Supervised Train a classi�er on labeled samples. The
classi�er is then used to predict unknown samples.

� Non-supervised No labeles are given. Group samples into
several clusters.
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Classi�cation: Step 1

(borrowed from Lim Ee Peng)
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Classi�cation: Step 2

(borrowed from Lim Ee Peng)
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Decision Tree

Outlook Temp Humid Wind Play

Sunny Hot High Weak No

Sunny Hot High Strong No

Overcast Hot High Weak Yes

Rain Mild High Weak Yes

Rain Cool Normal Weak Yes

Rain Cool Normal Strong No

Overcast Cool Normal Strong Yes

Sunny Mild High Weak No

Sunny Cool Normal Weak Yes

Rain Mild Normal Weak Yes

Sunny Mild Normal Strong Yes

Overcast Mild High Strong Yes

Overcast Hot Normal Weak Yes

Rain Mild High Strong No

A decision tree
for

play tennis:
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Clustering

Outliers

Cluster #1

Cluster #2

Cluster #3

Group data into clusters to
� minimize distance

between objects in the
same cluster

� maximize distance be-
tween objects in different
clusters

Unsupervised learning: no
prede�ned classes
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Association Mining

� Finding frequent patterns, or causal structures among sets
of items.

� Output: rules in the form of

Antecedent ) Consequent [support; conf idence]

� Example:

age2 [30; 40]; income 2 [40K; 60K ] ) buy car [1%; 75%]

� Stories: beers and diapers

� Most famous example of market basket analysis: if you buy diapers,
you tend to buy beer.
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Neural Network

� A neuron is connected to hundreds of other neurons
� Axon: carry outgoing signals
� Dendrites: carry incoming signals
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Neural Network

� An interconnected set of processing units (neurons)
� Processing is distributed across units
� Supervised learning
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Recommended Textbooks

� Data Mining: Concepts and Techniques

– Jiawei Han and Micheline Kamber

� Machine Learning

– Tom Mitchell

� Elements of Statistical Learning: Data Mining, Inference,
and Prediction

– Hastie, Tibshiani, and Friedman

� Pattern Classi�cation, 2nd ed.

– Richard Duda, Peter Hart, and David Stork
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How to Classify?

� Supervised learning
� Labeled data: apple and pear
� Given a new sample (color,

roundness), predict if it's an ap-
ple or a pear.
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How to Classify?

Sample Based

� Store all samples
� Classify on the basis of similar-

ity (nearest neighbor)
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How to Classify?

Decision Based

if h (x) > k x ! pear

< k x ! apple
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How to Classify?

Model Based

if p (pearjx) > p (applejx) x ! pear

else x ! apple
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A priori probability

� Is the next student entering classroom a girl or a boy?

! 2 f ! 1 = female; ! 2 = maleg

� A Priori (or simply prior) probability P(! ) re�ects our prior
knowledge of how likely the next student is a girl or a boy.

� Make a prediction before you see the student (classi�cation
and pattern recognition)

� Decide ! 1 if P(! 1) > P (! 2); otherwise decide ! 2
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Features

� Assume in addition to prior probability P(! ), we also know
conditional densities p(xj! i ) for i = 1 ; 2

� x is a certain measurement/feature of the student

(Pattern Classi�cation, by DHS)
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Bayes Formula

p(wi jx) =
p(xj! i )P(! i )

p(x)
where

p(x) =
2X

i =1

p(xj! i )P(! i )

posterior =
likelihood � prior

evidence
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Posterior, Likelyhood, Evidence

� A Posteriori (or posterior probability) P(! i jx)
� the probability of being ! i given feature value x

� Likelyhood of ! i

� the category ! i for which p(xj! i ) is large is likely to be
the true category

� Evidence p(x) is independent of any wi

� a normalization factor
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Which hypothesis is correct?

� Let x be an observation, f ! 1; ! 2g two possible hypotheses.
� Making decision based on posterior probability.

if P(! 1jx) > P (! 2jx) ) hypothesis ! 1

if P(! 1jx) < P (! 2jx) ) hypothesis ! 2

� Error:

P(error jx) =

(
P(! 1jx) : if we decide ! 2

P(! 2jx) : if we decide ! 1
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Probability Estimation

� Estimating P(! i ), P(xj! i ) is simple (compute relative
frequency of each target class in the training set)

�

SELECT ! ,count(*)
FROM students
GROUP BY !

SELECT x; ! ,count(*)
FROM students
GROUP BY x; !

� Estimating P(x j! i ) is dif�cult
� x = x1; :::; xn

� typically not enough instances for each attribute
combination in the training set.
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Univariate and Multivariate Density

a univariate normal distribution two-dimensional gaussian
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Independence Assumption

� Attribute values are conditionally independent given the
class values (Naïve Bayesian)

p(x j! i ) = p(x1; � � � ; xn j! i ) =
Y

j

p(x j j! i )

� Naïve Bayesian classi�er predicts argmax! i
p(! i jx )

p(wi jx ) =
p(x j! i )P(! i )

p(x)

=

Q
j p(x j j! i )P(! i )

p(x)
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An Example: Play Tennis

Outlook Temp Humid Wind Play?

Sunny Hot High Weak No

Sunny Hot High Strong No

Overcast Hot High Weak Yes

Rain Mild High Weak Yes

Rain Cool Normal Weak Yes

Rain Cool Normal Strong No

Overcast Cool Normal Strong Yes

Sunny Mild High Weak No

Sunny Cool Normal Weak Yes

Rain Mild Normal Weak Yes

Sunny Mild Normal Strong Yes

Overcast Mild High Strong Yes

Overcast Hot Normal Weak Yes

Rain Mild High Strong No

� Estimating priors:
P (Play = yes) = 9 =14

P (Play = no) = 5 =14

� Estimating likelihood:
P (Sunny jyes) = 2 =9
P (Sunny jno) = 3 =5
P (Overcast jyes) = 4 =9
P (Overcast jno) = 0
P (Rain jyes) = 3 =9
P (Rain jno) = 2 =5

...
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An Example: Play Tennis

� A new instance x :

Outlook Temp Humid Wind Play

Rain Hot High Strong ?

� Compute posteriors:

P (yesjx ) = P (Rain jyes)P (Hot jyes)P (High jyes)P (Strong jyes)P (yes)

= 3 =9 � 2=9 � 3=9 � 3=9 = 0:008

P (nojx ) = P (Rain jno)P (Hot jno)P (High jno)P (Strong jno)P (no)

= 2 =5 � 2=5 � 4=5 � 3=5 = 0:077

� Conclusion: Play = no
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Problem when # of instances is small

� Likelihood estimate:

P(x j j! i ) =
nc

n

� In the traning data of PlayTennis:

P(Outlook = Overcast jPlay = no) = 0

� For any instance x with Outlook being Overcast
� its posterior probability P( x|no) will always be 0
� it means you will always predict Play=yes
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Solution: m-Estimate

� Assumes that there are m imaginary cases with probability
of values p

P(x j j! i ) = nc
n ) P(x j j! i ) = nc + mp

n+ m

� p : prior estimate of probability
� m : equivalent sample size
� In the absence of information, assume a uniform prior

p = 1
k , where k is number of distinct values x j can take

P(Outlook = Overcast jPlay = no) =
0 + 1=3
5 + 1

=
1
18
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Mail Spam Detection

� Training data: a database of labeled email messages
� Classify new email message x ) {spam, no spam}
� Feature extraction.

� create a vocabulary V
� each word wi 2 V is an attribute
� for email x, wi = # of occurrences of wi in email x.

� Compute likelihood with m-Estimate:

P (wi jspam) =
n i + 1
n + jV j

� Assume conditional independency (unrealistic?) and apply
Naïve Bayesian method
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Naive Bayesian Classi�ers

� Good:
� easy to implement (SQL is good enough)
� performance comparable to other learners (decision

trees, neural networks)
� Criticism:

� naïve assumption of conditional independency
� dependencies exisit

� height & weight
� age & income
� lung cancer & diabetes

� solution: bayesian belief networks

Haixun Wang – p. 41/92



Naive Bayesian Classi�ers

� Fact: Naïve Bayesian methods won 1st and 2nd places in
KDD-CUP 97 competition, outperforming 16 state-of-the-art
algorithms

� Observation: Naïve Bayesian performs surprisingly well
even if Conditional Independency is violated by a wide
margin.

� Reason: Classi�cation (zero-one loss) is about predicting
the correct class label NOT about accurately estimating
probabilities.
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Naive Bayesian Classi�ers

� Rule:

if P(! 1jx ) > P (! 2jx ) ) hypothesis ! 1

� Probabilities:

P(! 1jx ) P(! 2jx )

acutal probability 0.9 0.1
naïve estimation 0.55 0.45

� Result:

same prediction: ! 1
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Naive Bayesian: Conclusion

� Naïve Bayesian classi�er's probability estimates are opti mal
(under quadratic loss) if the independence assumption
holds;

� Naïve Bayesian classi�er can be optimal (under zero-one
loss, or misclassi�cation rate) even when this assumption i s
violated by a wide margin.
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Advantages of Bayesian Classi�cation

� Probabilistic Learning: Calculate explicit probabilities for
multiple hypotheses.

� Incremental Learning: Each training example can
incrementally increase/decrease the probability of a
hypothesis. Prior knoweldge can be combined with
observed data.

� Naïve Bayesian: Perform as well as decision tree and
neural network classi�ers.

� Benchmark: Bayesian classi�cation is an optimal decision
making benchmark against which other methods (e.g.
decision trees) can be measured.
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Play Tennis?

Outlook Temp Humid Wind Play

Sunny Hot High Weak No

Sunny Hot High Strong No

Overcast Hot High Weak Yes

Rain Mild High Weak Yes

Rain Cool Normal Weak Yes

Rain Cool Normal Strong No

Overcast Cool Normal Strong Yes

Sunny Mild High Weak No

Sunny Cool Normal Weak Yes

Rain Mild Normal Weak Yes

Sunny Mild Normal Strong Yes

Overcast Mild High Strong Yes

Overcast Hot Normal Weak Yes

Rain Mild High Strong No

A decision tree
for

play tennis:
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Advantage of DT

� It is easy to interpret the model
� a decision tree = a set of rules
� If Outlook = Sunny and Humidity = Normal

then PlayTennis = True
� Model construction is relatively ef�cient
� No dimensionality curse
� Capable of handling numerical and non-numerical data
� Capable of handling missing data

� treat missing data as a new value
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Disadvantage of DT

� A greedy divide and conquer approach
� Univariate
� Decision trees are unstable structures

� data updates may cause global change
� dif�cult to learn/train a model incrementally

� Cannot handle continuous predicator variables
� need to be binned
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Case Study

1. Classifying Data Streams [SIGKDD 2003]

2. Clustering by Pattern Similarity [SIGMOD 2002]
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Mining Data Streams with Conceptual Drifts [KDD'03]

� The data expiration problem
� Error analysis in the presence of concept drifts
� The weighted ensemble approach
� Reducing the size of the ensemble
� Experiments
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Introduction

� Classi�ers learn concepts from historical data ...
� What if the concepts in the historical data are not

consistent?
� The problem: How to model an in�nite amount of

continuous data in order to capture their time-evolving
trends and patterns and make time-critical predictions?

� Challenges:
� Accuracy ) overcome concept drifts
� Ef�ciency ) incrementally update the model
� Ease of use ) apply state-of-the-art learning methods

out-of-the-box
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Maintaining a Single Model

� Model is to be continuously revised:
� assimilate new concepts
� expire old concepts

� Usually a computationally expensive process:
� example: decision tree
� ) an unstable structure
� ) change of splitting attribute
� ) change of splitting value (numerical attributes)
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Window on Stream

new instances

T
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Window on Stream

new instances

T
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Data distributions and optimum decision boundaries

optimum boundary:
     overfitting:

   (a) S 0,arrived 
    during [t 0,t 1)    

   (b) S 1,arrived 
    during [t 1,t 2)    

   (c) S 2,arrived 
    during [t 2,t 3)    

positive:
negative:

PPPPPi

over�tting
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Data distributions and optimum decision boundaries

optimum boundary:
    

   (a) S 2+S1    (b) S 2+S1+S0      (c) S 2+S0

Q
Q

QQk

�
�

� �3

con�icting concepts
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The Decision Tree Approach

� How to `forget' old instances?
� discard instances after a �xed time period T
� T is too large: con�icting concepts
� T is too small: over�tting

� Other issues of a single model approach?
� runtime performance
� ease of use
� parallizability
� ...
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Distribution-based window

new instances

data chunks that have similar distribution 
as the new instances
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Problem Settings

An incoming data stream is partitioned into sequential chunks,
S1; S2; � � � ; Sn , with Sn being the most recent chunk.

Ci : classi�er learned from training set Si ;
Ek : classi�er ensemble consisting of the last k classi�ers

Cn� k+1 ; � � � ; Cn .
Gk : classi�er learned from the training set consisting of

the last k chunks Sn� k+1 [ � � � [ Sn ;
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Bias Variance Decomposition

The probability output of classi�er Ci can be expressed by:

f i
c(y) = p(cjy) + � i

c + � i
c(y)

| {z }
added error for y

where

� p(cjy) : a posterior probability of c given y;

� � i
c : bias of Ci

� � i
c(y) : the variance of Ci given y
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Bias Variance Decomposition

The expected added error is expressed by: [Tumer et al]

Err =
� 2

� c

s

where
� s = p0(cj jx � ) � p0(ci jx � ) is independent of training model,

and
� � 2

� c
denotes the variances of � c(x).
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Accuracy Weighted Ensemble

Err i =
� 2

� i
c

s

wi =
c

� 2
� c
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Single classi�er Gk

Probability output:

f g
c (y) = p(cjy) + � g

c (y)

assuming each partition Si is of the same size:

� 2

� g
c (y)

�
1
k2

nX

i = n� k+1

� 2
� i

c
(1)
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Ensemble Classi�er Ek

Probability output:

f E
c (y) = p(cjy) + � E

c (y)

Naïve assumption: the variances of different classi�ers ar e
independent:

� 2

� E
c

=
nX

i = n� k+1

w2
i � 2

� i
c
=(

nX

i = n� k+1

wi )2

Conclusion :
� 2

� E
c

� � 2
� g

c
, Err E � Err G
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But in reality ...

� We do not know:
� Err i , or � 2

� i
c
, or the function being learned!

� Solution: Using estimation!
� apply Ci on current training data to estimate Err i

classification
error on y

...

...
...
... streamSnSn-1

test
example
 

y

Sn-kSn-k-1
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The Ensemble Approach

� Selecting instances based on their class distributions is a
non-trivial task!

� Solution: weighted ensemble
� Weights: classi�ers are weighted by their accuracy in

classifying current training data.
� Assumption: current training data have similar

distribution to current testing data.
� Accuracy: can be improved as classi�cation variance

reduced by ensemble.
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Assigning the weights

� the mean square error of Ci :

MSEi =
1

jSn j

X

(x;c)2 Sn

(1 � f i
c(x))2

� the mean square error of a random classi�er:

MSEr =
X

c

p(c)(1 � p(c))2

� we assign the following weight to classi�er Ci :

wi = � (MSEi � MSEr )
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The case of cost sensitive learning

� To launch an investigation or not:

p(fraudjy) � t(y) > cost

� As long as p(fraudjy) > cost=t(y), y will be classi�ed as
fraud no matter what the exact value of p(fraudjy) is.

� t(y) = $900, cost = $90, both p(fraudjy) = 0 :2 and
p(fraudjy) = 0 :4 result in the same prediction.
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A pipeline of classi�ers

� Order the K classi�ers into a “pipeline”.
� The probability of fraud after consulting the �rst k classi�ers:

Fk (x) =
P k

i =1 wi � pi (fraudjx)
P k

i =1 wi

� Will � k (x) = Fk (x) � FK (x) affect the �nal decision?
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Instance based pruning

� for each k = 1 ; � � � ; K :
1. divide the range of Fk (:) into � bins

2. a training example is put into bin i if Fk (x) 2 [ i
� ; i +1

� )

3. compute � k;i and � 2
k;i

� assuming normal distribution, predict:

8
><

>:

Fk (y) � � k;i � t � � k;i > cost=t(y); fraud
Fk (y) + � k;i + t � � k;i � cost=t(y); non-fraud
otherwise; uncertain
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Experiments

� Datasets:
� synthetic streaming data: a changing hyperplane in

d-dimensional space
� real life credit card fraud data, one year, 5 million

transactions
� Base models:

� C4.5, RIPPER rule learner, Naïve Bayesian
� Algorithms:

� E(K), G(K), G(0)
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Error Rate of Decision Tree C4.5

Size G(0) G(1)=E(1) G(2) E(2) G(4) E(4) G(6) E(6) G(8) E(8)

250 18.0 18.7 18.0 18.3 16.7 14.0 16.7 12.8 16.7 12.1

500 17.6 17.5 16.3 17.1 16.1 12.9 15.3 11.7 14.9 11.2

750 17.1 16.4 16.2 15.7 15.0 12.0 14.9 11.1 14.8 10.8

1000 16.4 16.0 15.8 15.6 14.4 11.8 14.4 10.9 14.6 10.5
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Error Rate of Nave Bayesian, RIPPER

Size G0 G1=E1 G2 E2 G4 E4 G6 E6 G8 E8

250 11.94 8.09 7.91 7.48 8.04 7.35 8.42 7.49 8.70 7.55

500 12.11 7.51 7.61 7.14 7.94 7.17 8.34 7.33 8.69 7.50

750 12.07 7.22 7.52 6.99 7.87 7.09 8.41 7.28 8.69 7.45

1000 15.26 7.02 7.79 6.84 8.62 6.98 9.57 7.16 10.53 7.35

Size G0 G1=E1 G2 E2 G4 E4 G6 E6 G8 E8

50 27.05 24.05 22.85 22.51 21.55 19.34 24.05 22.51 19.34 17.84

100 25.09 21.97 19.85 20.66 17.48 17.50 21.97 20.66 17.50 15.91

150 24.19 20.39 18.28 19.11 17.22 16.39 20.39 19.11 16.39 15.03
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Average Error Rate
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Pruning Effect
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Summary

� Classi�er ensembles offer a signi�cant improvement in
prediction accuracy.

� Maintaining a classi�er ensemble is more ef�cient than a
single model.

� Scalable parallelization and online classi�cation.
� Dynamic classi�cation technique improves runtime

performance.
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Clustering by Pattern Similarity [SIGMOD'02]

� Distance metric for clustering
� Pattern similarity and its applications
� The pCluster model
� The pCluster algorithm
� Future work
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Similarity Measure in Clustering

� Clustering:
� grouping objects by their similarity

� How to measure similarity? The distance metric:
� Euclidean
� Manhattan
� Cosine
� ...

� Subspace Clustering
� similarity may occur only in a subspace

� Conclusion: objects are similar if they are close as
measured by a certain distance metric de�ned in a certain
subspace
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Challenge: discovering hidden patterns
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Pattern Similarity
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Pattern Similarity

� Strong correlations (shift, scaling) exist among objects
� Correlations form in subspace
� Objects are not necessarily close if measured by distance

functions
� Euclidean, Manhattan, Cosine, ...

� Why are they interesting?
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DNA Microarray
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DNA Microarray

CH1I CH1B CH1D CH2I CH2B � � �
VPS8 401 281 120 275 298
SSA1 401 292 109 580 238
SP07 228 290 48 285 224
EFB1 318 280 37 277 215

MDM10 538 272 266 277 236
CYS3 322 288 41 278 219
DEP1 317 272 40 273 232
NTG1 329 296 33 274 228

...
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Application: Collaborative Filtering

E-Commerce: Recommendation Systems

� Predict customer behavior in order to make proper
recommendation

� First, we need to group customers/clients with similar
behavior

� � � Movie a Movie b Movie c Movie d � � �

tom 1 2 6 4
bill 2 3 7 5

jerry 4 5 ? 7
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The pCluster Model

a b

x

y

v 1

h1

v 2

h2

� De�ne pCluster on two objects: x, y and two columns: a, b

pScore

 "
dxa dxb

dya dyb

#!

= j(dxa � dxb) � (dya � dyb)j

� Dei�nition is symmetric:

jh1 � h2j = jv1 � v2j
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Examples: Different Distance Metrics

"
1 0
0 1

# "
0 50
50 0

# "
20 50

� 50 20

#

pScore 2 100 0
Manhattan 2 100 140
Euclidean 1.4 70 98

Cosine (1 � cos� ) 1 1 1.69
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The pCluster Model

What is a pCluster?
A matrix is a � -pCluster if for any of its 2 � 2 sub-matrix X , we
have pScore(X ) � �

Corollary
If a matrix X is a � -pCluster, then any sub-matrix of X is a
� -pCluster

Goal
Find all � -pClusters whose size is larger than nr � nc
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Maximum Dimension Set

Let (O; T) denote the matrix formed by a set of objects O and
and a set of columns T

MDS: Maximum Dimension Set
Assume (O; T) is a � -pCluster, T is a MDS if there is no T0 � T
such that (O; T0) is a also � -pCluster

Objects can form MDS on multiple column sets

MDS-based Pruning
Let O be a set of objects. If column c is not in any MDS of O,
then c can be ignored as far as O is concerned
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Starting with Two Objects (or Columns)
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Found 3 MDSs for � = 2!
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User-provided Threshold of Cluster Size

� Find MDS which has at least nc columns for object x and y

pairCluster (x; y; A; nc )

� Find MDS with at least nr objects for column a and b

pairCluster (a; b; O; nr)

A : attribute set
O : object set
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Pruning

� Txy : MDS for object x and y, jTxy j � nc

� Oab: MDS for column a and b, jOabj � nr

� If a 2 Txy , what is the necessary condition for
(f x; yg [ O; f ag [ T) to be a � -cluster � nr � nc?

a

x

y

1 2 3 4

If nr = 5 ,we need at least 4 Oa? that contain x and y
� Count the number of Oab that contains f x; yg. If the number

of such Oa;b is less than nc � 1, we remove a from Txy
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Pruning Example

� = 1 ; nc = 3 ; nr = 3

Haixun Wang – p. 91/92



Future Work

� After prunning, we �nd cliques in a graph.
(two objects are connected by an edge if they share an
MDS)

� Although pruneing makes the graph sparse, performance is
still an issue.
(�nding cliques is an NP problem)

� New distance/similarity model needed.
� A promising option: using the sequence model!
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